Backups

Creating and restoring backups.

e Proxmox backups




Proxmox backups

Design

From Proxmox, we will be backing up VMs and containers to the TrueNAS that is running

in Proxmox.
In Proxmox, we mount the alpha/proxmox/snapshots dataset via NFS as alpha-snapshots .
Backups from Proxmox are done hourly on the hour (**:00) and copied to alpha-snapshots

In TrueNAS, backups are made from alpha/proxmox/snapshots to Backblaze B2.

Configuration

Mount the target volume

Mount the alpha/proxmox/snapshots dataset via NFS, call it alpha-snapshots .

Make sure to use the dedicated virtual network bridge vmbrl .

Create the backup job

Select Datacenter > Backups, create a backup job like so:

Edit: Backup Job
General Retention  MNote Template  Advanced

MNode: — All - MNotification

mode- Motification system

Storage: alpha-snapshots

Compression: ZSTD (fast and good)
Schedule: *M1:00
Mode: Snapshot

Selection mode: Al
Enable:

Mind the Notification system and Mode settings.
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Edit: Backup Job

General Mote Template  Advanced

Keep all backups

Keep Last: Keep Hourly:
Keep Daily: Keep Weekly:
Keep Monthly: Keep Yearly:

© Help

The above may change depending on needs, but it's what it's set to at the time of writing.

Edit: Backup Job

General  Retention  Note Template

Bandwidth Limit: 400 MiB/s Limit I/O bandwidth. Schema default: 0

Zstd Threads: Fallback Threads used for zstd compression (non-PBS). Schema default: 1
|O-Workers: Fallback I/0 workers in the QEMU process (WMs only). Schema default: 16
Fleecing: Backup write cache that can reduce 10 pressure inside guests (WVMs only).

Prefer a fast and local storage, ideally with support for discard and thin-
provisioning or sparse files.

Repeat missed: Run jobs as soon as possible if they couldn't start on schedule, for example,
due to the node being offline.

PBS change Default EXPERIMENTAL: Mode to detect file changes and archive encoding format for
detection mode: container backups.

Mote: The node-specific vzdump.conf or, if this is not set, the default from the config schema is used to determine
fallback values.

The only changed setting here is the bandwidth limit. The only reason it's set is to prevent
completely hogging the disk I/O for several minutes. Yes, it takes longer as a result, but at least
other services using the pool won't be I/O starved.

Configure vzdump

By default, vzdump creates temporary files in the target location (where the backup will go). As a
result, it will try to symlink unprivileged container filesystems onto the NFS volume. This causes
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permission problems, even when NFS is set to mapall user/group.

To fix this problem, modify /etc/vzdump.conf :

GNU nano 7.2 fetc/vedump.conf *

tmpdir: /tmp

The only line changed is the tmpdir: one. Setitto /tmp to prevent doing the compression and
such on the target volume.
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